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How to tackle repository level and long context code?



Challenges

* Too long context

* File dependencies
* Shared utilities, configurations

* Repo structures
* Naming conventions
* Coding styles



Repo-Level Prompt Generation (RAG

* |t generates repo
structure with the

e RAG is used.

Repository Current file : AffinityPropagation.java
B InitializeToAssignment (CurrentAssignments());
model/ . S ;
parametersl import sampler.MaximizingGibbsSampler; Predicted Hole
GIbbsParameters.java public int[] CurrentAssignments() {
__________________________________ Default Codex
utils/ } Codex
................. Context
sampler/ MaximizingGibbsSampler mg = new 4} Prompt
MaximizingGibbsSampler.java || MaximizingGibbsSampler (numVars ) ; public void (int[] a)
........................ mg!InitializeToAssignment (CurrentAssignments()) ; { currentAssignment = a.clone()
AffinityPropagation.java B T e alreadyInitialized = true;
..................................... | Target Hole | justOneRound = true;
\ }
e import sampler.MaximizingGibbsSampler;
\
Hole ublic § :
- P ic int[] CurrentAssignments() {
Position .= | | .
Prompt }
Engineer | ———ff——f— | ...
MaximizingGibbsSampler mg =
new MaximizingGibbsSampler (numVars_) ;
® =
Prompt
V Composer N
{} class MaximizingGibbsSampler {
p=0 Prompt Zﬁ ____________ public void (int[] a)
p=1 Proposal o Context from | ¢ currentAssignment = a.clone()
- the Predicted itiali o .
g = 14 alreadyInitialized = true;
""" Classifier ——P Prompt justOneRound = true;
p=M | ! f bt | Proposal } =
Predicted Prompt Proposal | "~~~ -=~---__,
Repo-Level

Prompt Proposals

https://arxiv.org/pdf/2206.12839

Repo-Level Prompt Generator

Import file : MaximizingGibbsSampler.java



RepoCoder: lterative Retrieval and Generation

Code Snippets
from the Repository

Target Code
Completion

Code Code Code Code
Retriever Generator Retriever Generator |

Unfinished Code
in the Target File

https://arxiv.org/pdf/2303.12570



RepoCoder: lterative Retrieval and Generation

| Unfinished Code

It streamlines the repository-level code | def mzin(self, path)
. . . Gt : . First Iteration

, # copy g to d

c.om.ple.tlon process Igy incorporating a . | Vtie,copy. ing(data, ieg_dir) = Retrieved Code

similarity-based retriever and a pre-trained | # downscale images def process_imgs(ee-
, utils.downscale(img_dir, config) e .. T

COde language mOdel.. : # call COLMAP executable # copy images to dir
" >

utils.copy img list(---

-4} # downscale images
s . i downscale(---
First Iteration s demscale
Incorrect Completion @ utils.shap to dson(e--
i COLMAP( ,
: colmap_path = path["colmap”], 1
] model_path = path[“medel”], .
] = - T 1
RAG is used! ' train_path = path["train"], :_> Second Iteration
. Q— test path = path["test™] ! Retrieved Code
def run_colmap(
Correct Completion colmap_path: Path,
camera_model: Model,

I run_colmap( Wl ;
- : S EpUi bool = True

| image_path = path["image"], = :EF

! colmap_path = path[“colmzp”],

i camera_model = self.model,

N
-

Second Iteration )q: image path: Path,
I
i
|
i
i
i
I
I

https://arxiv.org/pdf/2303.12570



Hallucination

LLM-generated code may use the packages or functions that do not
exist.



'Hallucination

CodelLlama 34B Python
. WizardCoder 7B Python
It is prevalent. CodeLlama 7B
Mistral
Codellama 34B
Magicoder
Mixtral
Codellama 13B
OpenChat
DeepSeek 6B
WizardCoder
DeepSeek 33B
DeepSeek 1B
GPT 3.5 BN Python

GPT 4 _
GPT 4 Turbo B JavaScript

I I i I | I I i
0 5 10 15 20 25 30 35

Hallucination Rate (%)

Figure 2: Observed hallucination rates of the tested models.

https://www.usenix.org/system/files/usenixsecurity25-spracklen.pdf 10



FiXing

python’

Package

3 Index
0.2 ‘P

Al

import pandes / import pandas

11



Autonomous Agents

* |t dominates these techniques

12



'MetaGPT: Multi-Agent Collaboration

MetaGPT Agents Collaboration with Developing SOP Human interaction

-

— eRequirement document 1/5 ) | One-line requirement
Planning Define Write a classic and
Product Manager - simple Flappy Bird
. o0
Requirement Analysis System design E game.
Multi-agents for software : 2/5
engineering development cycle E" Design
a8
§ o Boss makes acceptance
= 3/5 check and payment
% Plan&Code Pretty good ! I can
"’g ' directly use the
% : interface and
' - keyboard to play
. 4/5 Flappy Bird.
' Test
QA Engineer V¥
. e
s4 Acceptance Check 5/5 4

https://arxiv.org/pdf/2308.00352 13
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We Require High-Quality Data

Training dataset size of notable Al models, 2010-25
Source: Epoch Al, 2026 | Chart: 2026 Al Index report
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https://hai.stanford.edu/assets/files/ai_index_report_2026.pdf



How to Obtain High-quality Data?

* High quality
e Labor-intensive

* Privacy concern

BENCH
MARKING

Benchmarks
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How to Obtain High-quality Data?

Synthetic data



Self-Instruct

» <Problem, Solution>

Train others

Train itself

18



Alpcaca: a model fine-tuned from LLaMA 7B

(N
@ Meta

LLaMA 7B "
Text-davinci-003 o

s Supervised . '
52K Finetuning Alpaca 7B
175 Self- Modified Self-instruct Instruction-following
Instruct Instruction Generation examples
seed tasks
Example seed task Example Generated task
Instruction: Brainstorm a list of Instruction: Brainstorm creative
possible New Year's resolutions. ideas for designing a conference
Output: toom.
- Lose weight Output:
- Exercise more ... incorporating flexible
- Eat healthier components, such as moveable
walls and furniture ...

https://crfm.stanford.edu/2023/03/13/alpaca.html

19



'Knowledge Distillation

Teacher Model

Student Model

Knowledge Transfer
|

Transfer

d3pajmou

https://huggingface.co/blog/Kseniase/kd

20



Example: Is This Email Spam?

* Input: “You won a free phone — claim it now!”
* Teacher (large model): Spam 90% | Promotion 8% | Normal 2%

* Student (small model): learns the teacher’s full pattern of

guesses.
e “Promotion” is a closer alternative than “Normal.”

* A hard label would only say: Spam.
* The teacher’s softer scores explain how it reached that answer.

21



How the Student Learns

* 1. Train the teacher on examples with correct labels.
* 2. Ask the teacher for scores on many inputs.
* 3. Soften the scores with a higher temperature (T).

* 4. Train the student to match those scores and the true labels.
* Loss =teacher-matching loss + true-label loss

* Result: one compact model that imitates useful teacher behavior.

22



‘What to Learn

Relation-Based Knowledge

R =
%
L)

\-——-q---—ﬂ

- e s o= e oy
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|

Input Layer -
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Distill

—

Gou, Jianping, et al. "Knowledge distillation: A survey." International journal of computer vision 129.6 (2021): 1789-1819.

Ve - E --j-«

Feature-Based Knowledge Response-Based Knowledge
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What to Learn

* Response-based distillation (outputs as knowledge)
* Feature-based distillation (intermediate layers as knowledge)

* Relation-based distillation (relationships as knowledge): The
student model learns to mimic relationships between different

parts of the teacher model - either between layers or between
different data samples.

24



Why Distill? What to Watch For

* Useful when serving a large model is too slow or expensive.

* The student can be smaller, faster, and easier to deploy.

* |t may still lose some capability; distillation is hot a guarantee.
* A student can also copy teacher mistakes or bias.

* For coding: teach a small code model from a stronger model’s
solutions and confidence.

25



Evol-Instruct

Evolved problem

Evolution type

» Solution

Seed problem

Incrementally transforms simple instructions into more complex variants.

26



In-Breadth Evolving

-~ -,

y N
import math
import random

Complicate Input (Table)

# choose a random integer between 1 and 10
% = random.randint(1, 10)
1/(math.sgri(x) + x2) =?

y

*

Complicate Input (Code) Increase Reasoning Deepening

Make the instructions more complicated

1

1/(sart(2) + 402) = 2 J

L

Complicate Input (Formula) In-Breadth Evolving

o~

| If you have one apple and someone

gives you another banana, how
many fruits do you have? .
b 4
Add Constraints Concretizing
In what situation does o) ~ What is the value of x,
1+1 not equal to 2? | Deepening Increase Reasoning a3+ 2x + 3=77

Initial Instruction

https://arxiv.org/pdf/2304.12244 27



OSS-Instruct

» <Debiased problem, Solution>

28



Using Open-source code data

-

- ~\

O Open-source codebase B Seed code snippet ) . )

Prompt (details omitted)
learn_model(
[2 PosNeg.py [2 Program.cs tf_idfSVM, tf_idfNB, target) .| Please gain inspiration from the | | Language
@ Log.cpp E Strength.swift def get_clean_review(raw_review): code snippet to create a high- Model
letters_only = re.sub( quality programming problem...
a Grantl nfO.tS E - "[*a-zA-Z]" , nom , I'EI'N_I'E\I'iEW) J
\. J
OSS-INSTRUCT
™ - -
Q Generated solution (details omitted) Generated problem (details omitted)
from sklearn.feature_extraction.text import TfidfVectorizer ... You are working on a natural |anguage procesging (NLP]
def train_model(tf_idfSVM, tf_idfNB, reviews, labels): ... classify movie reviews... -
def classify_review(clean_review, tf_idfSVYM, tf_idfNB): ...
Your program should be able to preprocess new movie
train_model(tf_idfSVM, tf_idfNB, reviews, labels) . . . .
L= ) reviews, train the model, and classify new reviews accurately.
cleaned_review = get_clean_review(...)... L )
)

https://arxiv.org/pdf/2312.02120

29



Using Open-source code data

100
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https://arxiv.org/pdf/2312.02120
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Now, let’s come to the model part

31



Coding LLMs

* Training a LLM from scratch is super expensive
* A practical way to fine-tune a base model

32



Composer 2 (The Model in Cursor)

Data Cursor
env
Base model Continued Reinforcement
(Kimi 2.5) pretraining Learning

Composer 2 Technical Report: https://arxiv.org/pdf/2603.24477 e



Qwen3-Coder-Next

Data GitHub PRs
+ Docker
—— —

Mid-training Reinforcement

Base model
(Qwen3-Next)

https://arxiv.org/pdf/2603.00729 34



Qwen3-Coder-Next

@ Reposi‘ton{ Collection ﬁ
() Codebase len(PASS_TO_FAIL) == ET @ Eug Validation and Evaluation
B sklearn/ O regs.txt Dfl L:EL
Emi gxsﬁ . - l}i : len(PASS_TO_FAIL) > @

I- EREEEERREERE [:;.é : LDGE
: Z®git apply or not ; ' : =

/ .; tree-sitter L A . Ze

|ib'mﬂ,r """"""""""""
bug patch
If @ Issue Generation Svf
. Belassnethod N . [Bclassmethod . )
: def parse_list(cls, api, lst): : * def parse_list{cls, api, lst): " """" e esssesatanena
if isinstance(lst, list): . » - if isinstance{lst, list):
item_lst = lst : ’H . item_list - lst . : k :
else: . N - Tl ' — f
e S‘rf pn lteelet=letDluees'] : / ;
results = ResultSet() _________________ E} results = ResultSet() ____________ 1:} . ' TXT E
. .= for obj in item_lst: ! p A
for obj in item_lst: . J. .+ for obj in 1st \ ; PrDE:;'e,m '
results.append | . Bus* Sa'“P ng .y if not obj: , ' oracle patclw '
cls.parse(api, obj) | v s ' ¥ QR LAA AR KA statement
) ' . results.append (. . .
return results : : cls.parse(epi, obj} NEW Task Instance &
___________________________________________________ -

Figure 2: Our pipeline for synthesizing bugs to scale up the number of software engineering tasks.

https://arxiv.org/pdf/2603.00729



Reinforcement Learning

* We have a lot of RL algorithms for LLMs
- PPO, DPO, GRPO, GSPO

* Mature RL training frameworks
* https://github.com/verl-project/verl
* https://github.com/OpenRLHF/OpenRLHF

* https://github.com/huggingface/trl
 For SE tasks, rewards are critical

36


https://github.com/verl-project/verl
https://github.com/OpenRLHF/OpenRLHF
https://github.com/huggingface/trl

Rewards

Implicit rewards
(Use another LLM to judge)

Verifiable rewards
(Execution result feedback)

37



Reward Model

Implement a discount
calculation function

def discount price(price):

return price * 0.8
def discount price(price):
if (price < 0):

raise ValueError(“Negative")
return price * 0.8

0.8

Reward model

38



Verifiable rewards

Execution Outcome
All Tests Pass

Some / All Tests Fail
Compilation Error

Timeout / Memory Exceeded

Reward Score
+1.0
-1.0
-1.0
-1.0

Interpretation

Perfect functional correctness
Logic error or edge case failure
Invalid syntax

Inefficient algorithmic complexity

39



Sparse Reward

The Problem: This is known as a "sparse reward." If the LLM
generates a 500-line program and makes a single off-by-one error
on line 499, it receives a -1.0. It gets no partial credit and no

Information about where it failed, making exploration incredibly
difficult.

40



Multi-Granularity and Fine-Grained Feedback

Instead of a reward on final result, provide step-by-step rewards.

If an error occurs on line 6, the model is penalized specifically for
the tokens that led to that error, while unexecuted branches are
"masked" so perfectly valid syntax is preserved.

: def calculate metrics(data):
if not data:
return © <--- [ Valid path: Do not penalize ]

total = sum(data)
average = total / len(dta) <--- [ Typo: NameError thrown here! ]
return average <--- [ Unexecuted: Mask out from penalty ]

NOuviph wbNBR

41



Static Analysis as Reward

Linter Finding (e.g., Ruff /
Cppcheck)

SyntaxError (Code won't run)
SQL Injection Vulnerability
Variable declared but unused

Missing docstring / bad spacing

Severity Mapping

error
high
normal

low

https://openreview.net/pdf?id=ZNDLv4qgwqgA

Reward Penalty

-10.0
-5.0
-1.0
-0.2

42



Reasoning Process Reward (CoT)

[ Step 1: Evaluate Reasoning (PRM) ]
---> Score: +0.8 (Highly logical)

1

| Step 2: Evaluate Final Code ]
---> Outcome: Fails Compilation (©)

!

[ Final Reward Calculation ]
---> ( +6.8 ) * (@ ) = 0.0 Total Reward

https://arxiv.org/pdf/2508.05170
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General models }% Coding models

44



Best Coding LLMs by Benchmark

How does each model perform on real-world software engineering, code generation, competitive programming, and terminal-based coding tasks? Hover any bar for detalls.

Reasoning

Best at Software Engineering ©

Claude Opus 4.6

80.8%
MiniMax M2.5 80.2%

79.6%

Claude Sonnet
46

Gemini 3.1 Pro 78.0%

i
‘

GLM-5 77.8%
Kimi K2.5 76.8%

Qwen 3.5 76.4%

]
@
11}
=
[7¢]
11}
)
=
A
=

Step-3.5-Flash 744%

Mino-v2-Flash 734%

DeepSeek V3.2 67.8%

GPT-0ss 1208 (& 62.4%

DeepSeek R1 49.2%

Grok 3 49.0%

DespSeek V3 36.8%

30% 45%

[=]
[=]
Ed
)
5]
ks

80%

https://onyx.app/best-llm-for-coding

Best for Code Generation &

Kimi K25
Claude Opus 4.6
Grok 3

Gemini 3.1 Pro 93.0%

Claude Sonnet
46 92.1%

Mistral Large 920%

“

90.2%

]

90.0%

89.6%

=
[)]
I

o =
5 3
& =
& I
] =]
i

=
S s
s} n

(&) 88.3%

Milo-V2-Flash 84.6%

Step-3.5-Flash B11%

Llama 4 Maverick 62.0%

55% 70% 85%

[5)
on

95.0%

94.5%

100%

99.0%

105%
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Does LLM really improve the efficiency?

Generative Al can increase developer speed, but less so for complex tasks.

Task completion time using generative Al, %

100 .
80 5 45
45- 50
60
4
20
0

Code documentation Code generation Code refactoring High-complexity tasks

B Without generative Al [l With generative Al

<10

o

https://www.mckingéycom/capabilities/mckinsey-
digital/our-insights/unleashing-developer-productivity-with-
generative-ai#/
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Key Insight:

Developers with Copilot access saw a significantly higher bug rate while their issue throughput
remained consistent.

I 4] /O This suggests that Copilot may negatively impact code guality. Engineering leaders may wish to dig

deeper to find the PRs with bugs and put guardrails in place for the responsible use of generative Al.

https://resources.uplevelteam.com/gen-ai-for-coding
47
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Questions

Next class: Team Collaboration
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