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How to Generate Code From Specifications?

¥ tasksmd X a0 0

**Input**: Design documents from ~/specs/@@l-photo-organizer/”

**Prerequisites**: plan.md (required), spec.md (required for user stories), research.md, data-model.md, contracts/api.md

**Tests™*: TDD is stri tests MUST be written before implementatioen.

**Organization**: Tasks are grouped by user story to enable independent implementation and testing of each story.

Format: "[ID] [P?

- **[P]**: Can run in parallel (different files, no dependencies)
- **[story]**: Which user story this task belongs to (e.g., US1, US2, US3)
- Include exact file paths in descriptions

**Purpose**: Project initialization and basic structure
- [ ] Teel Create project structure per implementation plan (backend and frontend folders)

- [ ] Te@2 Initialize MNode.js backend project and install better-sglite3, express, cors
- [ 1 Te@3 Initialize vite frontend project with Vanilla 1S template

Specifications Code



Three Pillars

BENCH
MARKING

Benchmarks

How to evaluate performance?



Three Pillars

Y S

Harness Benchmarks

How to utilize LLMs efficiently?



Three Pillars

\ Y AN

MARKING
Model Harness Benchmarks

How to teach LLMs coding knowledge”?



“A problem well stated is a problem half solved.”

— Charles Franklin Kettering




Benchmarks

Define a specific coding
problem for LLMs

Provide learning data
for training LLMs
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1 Figure 1 | Benchmark performance of DeepSeek-V3 and its counterparts.
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Figure 2: Performance of Qwen3-235B-A22B with respect to the thinking budget.
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[Figure 8.2.A] SWE-bench Pro score versus average cost per task across reasoning-effort levels.

https://arxiv.org/pdf/2505.09388 https://arxiv.org/pdf/2412.19437
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Some widely used benchmarks
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HumanEval

def incr_list(l: ):
Retur: st with elements incremented

Lo

return [1 + 1 for 1 in 1]

https://huggingface.co/datasets/openai/openai_humaneval

Prompt

Generated code ]

13



'HumanEval

B Dataset Viewer

Split (1)
test - 164 rows h'e
Search this dataset
task_id prompt
string - lengths string - lengths
__Iem all...
1 64 T k from typing import List def
H Eval/@ o
aS S UpanER =ty has_close_elements{numbers: List[float],.
HumanEval /1 from typing import List def .
separate_paren_groups(paren_string: str) -r.
def truncate_number(number: float) -» float: """
HumanEval /2 . L. . ] -
Given a positive floating point number, it can be.
HumanEval/3 ffum pring import Lfff deflbelu?_zera{oFeratiuns:
List[int]) -»> bool: You're given a list of.
HumanEval/4 from typing import List def

mean_absolute_deviation(numbers: List[float]) ->.-

HiumanFual (5 from typing import List def intersperse(numbers:

uto-converted to Parquet | <> APl Embed @' Duplicate
canonical solution
string - lengths

for idx, elem in enumerate(numbers): fox
idx2, elem? in enumerate(numbers): if idx ..

result = [] current_string = []
current_depth = @ for ¢ in paren_string: i..

return number % 1.0

balance = @ for op inm operations: balance +=
op if balance =< @: return Trus return False
mean = suminumbers) / len(numbers) return
sum{abs({x - mean) for x in numbers) /..

if not numbers: return [] result = [] for n

L5 _

Previous 1 2

https://huggingface.co/datasets/openai/openai_humaneval

Next >

B Data Studio

test

string - len

s,

METADATA = § ':
def check(candi

METADATA = § ':
def check{candi

METADATA = § ':
def check({candi

METADATA = § ':
def check{candi

METADATA = § ':
det check(candi

METADATA = {1 'iw
[ 4

14



Evaluation Metric: pass@k

Task1 —pql=V > Answer 1 pass@1 =0%

Within k attempts, at least one correct answer.

15



Evaluation Metric: pass@k

o 9%
Task 1  cp Y= ™~ = » Answer 1

Al

pass@1 =100%
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Evaluation Metric: pass@k

Task1  —— » Answer 1

Al °

Answer 2

Answer 3

pass@3 =100%

17



Evaluation Metric: pass@k

Task1  —— » Answer 1

Answer 2

Answer 3

Answer 4

O O © 6 ©

Answer 5

pass@5 =100%

18



Evaluation Metric: pass@k

Task1 ——s pass@5 =100% \

pass@5=0% — pass@5 =66.67%

0 o /
Task 3 I > =\ = pass@5= 100%

19



Evaluation Metric: pass@k

Run 1: pass@1 =100%
Run 2: pass@1=0%
Run 3: pass@1=0%

Run 4: pass@1 =100%
Run 5: pass@1 = 0%

If k1s small, the metric varies

a lot across executions.

20



Evaluation Metric: pass@k Estimation

Generate a much larger pool of
samples, n (wheren = k), and count
how many of those total samples
actually pass the tests, c.

pass@k =1

()

¢

21



Evaluation Metric: pass@k Estimation

» Total possible combinations ()
e Combinations with zero correct answers (",:C)

* Probability of failure((,’:))
k

(")

* Probability of success 1 — ™
k

*Ifn-c<k:pass@k= 1.0 (nl;c)
pass@k = 1
(n
k




Stability

10°

https://arxiv.org/pdf/2107.03374

10°

23



Discussion

* Why notusing1 — (1 — p)¥ ?
.ﬁzﬁ

Every draw from n samples is wrong
assumed independent.

24



Discussion

0.40 -

0.35 9

0.30 -

Pass@k

0.25:<

0.20 -

0:15 ==

10! 102 103

Underestimated pass@k
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Discussion

1= (") (k)

0.40 - 0404 —k=s I

—— k=10 P
0.35 - 0.35  — k=20

—— k=100

V4 Y

g) 0.:30 = (g) 0.30 —

n L -—

£ 0.25 - & 0.25 o _—

0.20 -

Yl g, —=="r ————— " — 0.15 4——rrrq ————rrr

10! 102 103 10 10 10°

Underestimated pass@k
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Pass@k

The metric is widely used in other benchmarks.

27



MBPP

Subset (2)
full + 974 rows

task_id
int32

text
string

Write a function
to find the
minimum cost path
to reach (m, n)
from (@, @) for
the given cost
matrix cost[][]
and a position (m,
n] in cost[][].

code
string

R =3
C =23

R

def min_cost(cost, m, n):

tc = [[@

range(R)]

tef@] @]
for i in
te[il[e]
for j§ in
te[@]1[4]
for i in
for j in
te[i1[4]

for x in range(C)] for x in

= cost[@][e]

range(l, m+l):

= tc[i-1][8] + cost[i] [@]
range(l, n+l):

= te[@][j-1] + cost[0][]]
range(1l, m+1):

range(l, n+l):

= min{tc[i-1][j-1], tc[i-1]

[i1, tc[il[3-11) + cost[i][i]
return tclm] [l

https://huggingface.co/datasets/Muennighoff/mbpp

Split (1)

test - 974 rows

test_list

list

[

"assert min_cost([[1, 2, 31, [4. 8, 2], [1, &,
3]:|r A 2:' == ":

"aszert min_cost([[Z, 3, 4], [, 9, 3], [2, &,
4]], 2, 2:' == 12"!

"aszert min_cost([[3, 4, 5], [&, 18, 4], [3, 7.

511, 2,

2) == 16"

i}

28



LiveCodeBench

AtCoder

Problem Statement

You are given a positive integer
array ‘nums’. Return the total
frequencies of elements in

User Solution

def count(nums):

freq = Counter(nums)
cnts = freq.values()
max_freq = max(cnts)

‘nums’ such that those Input return (
elements all have the cnts.count(max_freq)x*
maximum frequency. nums = [1,3,3,4,4] ) max_freq
/ Code Generation N / Self Repair \ Test Output Prediction Code Execution
Step 1.3 and 4 have the
def count(nums): o def count(nums): P F . count(I[1,3,3,4,4])==77?
freq = Counter(nums) EE freq = Counter{nums) maximum frequencies Ans is 4
max = freq.values() == max = freqg.values() Step 2. max frequency is 2
count = len([ > count = len([ Step 3.2*2is 4
k for k, v in k for k, v in Step 4. Ansis 4
freq.items() x freqg.items()
if v == max if v == max
1) 1)
\ return count Y. \ return count ¥ max /

https://livecodebench.github.io/

29



BigCodeBench

Split (5)

task_id
string

BigCodeBench/@

NS

v0.1.0_hf - 1.14k row

complete_prompt
string

import itertools
from random import shuffle

def task_func(numbers=list(range(l, 3))):
Calculates the average of the sums of
absolute differences between each pair of
consecutive numbers

for all permutations of a given list.
Each permutation is shuffled before
calculating the differences.

Args:
- numbexrs (list): A li=t of numberxs.
Default is numbers from 1 to 1@.

Returns:

float: The average of the sums of
absolute differences for each shuffled
pexrmutation of the list.

Requirements:
- itertools
- random.shuffle

Example:

»>=> result = task_func([1, 2, 3])
»>> isinstance(result, float)
True

instruct_prompt

Calculates the average of the
sums of absolute differences
between each pair of
consecutive numbers for all
pexrmutations of a given list.
Each permutation is shuffled
before calculating the
differences. Args: - numbers
(list): A list of numbers.
Default is numbers from 1 to
1@.

The function should output
with:

float: The average of the sums
of absolute differences for
each shuffled permutation of
the list.

You should write self-contained
code starting with:

import itertools

from random import shuffle

def
task_func({numbers=list(range(1,

2

https://huggingface.co/datasets/bigcode/bigcodebench

canonical_solution
string

pexmutations =
list(itertools.permutations (numbers))
sum_diffs = @

for perm in permutations:

perm = list(pexrm)

shuffle(pexrm)

diffs = [abs{pexm[i] - perm[i+1]) for i im
range(len(pexm)-1)]

sum_diffs += sum(diffs)

avg_sum_diffs = sum_diffs / len(permutations)

return avg _sum_diffs

30



Function-Level Code Generation

* Generating code snippets is solved very well by LLMs

# Model pass@l
1 W 01 Preview (Sept 2024) 96.3
2 % 01 Mini (Sept 2024) 96.3
3 ® GPT 40 (Aug_2024) 92.7
4 Owen2.5-Coder-32B-Instruct 2.1
5 DeepSeek-V3 (Nov 2024) 91.5
6 DeepSeek-V2.5 (Nov 2024) 90.2
7 GPT-4-Turbo (April 2024) 90.2

https://evalplus.github.io/leaderboard.html



Function-Level Code Generation

* Generating code snippets is solved very well by LLMs?

( Let’s make
benchmarks dynamic

469 il Tad

We have stronger LLM agents Data is involved in training

32



Function-Level Code Generation

* Generating code snippets is solved very well by LLMs?

33



LiveBench

A Challenging, Contamination-Free LLM Benchmark

LiveBench appeared as a Spotlight Paper in ICLR 2025.
This work is sponsored by Abacus.Al

Introduction

Introducing LiveBench: a benchmark for LLMs designed with test set contamination and objective
evaluation in mind. It has the following properties:

¢ LiveBench limits potential contamination by releasing new questions regularly.

e Each question has verifiable, objective ground-truth answers, eliminating the need for an LLM
judge.

o LiveBench currently contains a set of 23 diverse tasks across 7 categories, and we will release
new, harder tasks over time.

Update dataset every 6 months.
https://livebench.ai/

34



Open-ended Problems:

Polyomino Packing View task —

Pack thousands of small geometric pieces into the tightest possible
rectangle. The task rewards heuristic design, rotation/reflection handling,

and long-horizon layout improvement.

https://frontier-cs.org/

Frontier-CS

35



Benchmarks May Be Wrong

len(dates) = 10
(end_date - start date).days = 9

Generate a pandas Series of random dates Ne

within a specified date range, including

b“?‘ Etalrt—“:t; and E’“dgd#‘sfl‘f?h i; start_date = datetime(2020, 1, 1)
JPLionas sEef S8r reRrofheifLoity. ThE end date = datetime(2020, 1, 10)
function creates a series of dates —

—p dates = task func(start date, end date)

randomly selected between the specified =
start and end dates, inclusive. It self.assertEqual(len(dates), (end_date-

allows specifying a seed for the random start_date).days)
number generator to ensure reproducible

results, making it suitable for

simulations or tests reguiring

consistency.

Prompt task func Test case

36



Cheating

Harness-level cheating: Verifier leak (Terminal-Bench 2)

= Agent reads /tests/ (should be inaccessible) — answer is in plaintext

def test_data_matches():
expected = "GritLM/GritLM-7B"
with open("/app/result.txt", "r") as f:
lines = f.readlines()
assert lines[0].strip() == expected

= Agent writes the answer directly

Tool: Write { file_path: "/app/result.txt",
content: "GritLM/GritLM-7B" }

test_result_exists PASSED 50%
test_data_matches PASSED 100%
2 passed in 0.01s

Agent: "Tests pass. The answer is GritLM/GritLM-7B."

https://debugml.github.io/cheating-agents/



‘Cheating

Frontier models are getting better at undermining evals by looking up answers on
the internet. When we restrict access, scores for newer models drop significantly.

® Standard harness @ Strict harness

100% SWE-bench Multilingual score

Disabling internet significantly ~ -°

reduce the model performance 60
40
20
0

Opus 4.8 Max Composer 2.5 Opus 4.6 Max

https://cursor.com/en-US/blog/reward-hacking-coding-benchmarks 38
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Prompt Engineering

A cost-efficient way to improve performance

No need for training
Easy to apply to multiple LLMs

40



Prompt Engineerin

* ReAct: a widely used

“prompt engineering”
(Lecture 2) The Core of Loop

ReAct: Synergizing Reasoning and Acting in Language Models
Shunyu Yao, Jeffrey Zhao, Dian Yu, Nan Du, Izhak Shafran, Karthik Narasimhan, Yuan Cao
[Paper] [Code] [Blogpost] [BibTex]
Actions Actions
Reas;)ning LM Ev Reasoning L.M E.
LM nv nv
Tonces A m—) Troces ik
Observations Observations

Reason Only Act Only W ReAct (Reason + Act)

Language models are getting better at reasoning (e.g. chain-of-thought prompting) and acting (e.g. WebGPT, SayCan, ACT-1), but these two

directions have remained separate.

ReAct asks, what if these two fund | bilities are combined?

The cornerstone of LLM agents.

*https://react-lm.github.io/

*https://react-lm.github.io/



Other research about reasoning

42



Chain-of-Thought Prompting

Let’s solve the
problem step by
step.

https://arxiv.org/pdf/2201.11903

Standard Prompting
Model Input

Q: Roger has 5 tennis balls. He buys 2 more cans of
tennis balls. Each can has 3 tennis balls. How many
tennis balls does he have now?

A The answer is 11.
Q: The cafeteria had 23 apples. If they used 20 to

make lunch and bought 6 more, how many apples
do they have?

Model Output

A The answeris 27. x

Chain-of-Thought Prompting
Model Input

Q: Roger has 5 tennis balls. He buys 2 more cans of
tennis balls. Each can has 3 tennis balls. How many
tennis balls does he have now?

A Roger started with 5 balls. 2 cans of 3 tennis balls
each s 6 tennis balls. 5 + 6 = 11. The answeris 11.

Q: The cafeteria had 23 apples. If they used 20 to
make lunch and bought 6 more, how many apples
do they have?

Model Output

A: The cafeteria had 23 apples originally. They used
20 to make lunch. 50 they had 23 - 20 = 3. They
bought 6 more apples, so they have 3+ 6 =9. The
answeris 9.

43



Tree of Thoughts

e Backtracking e e — B
. . Input ) Input ( Input ) Input | thouaht |
* Self-evaluation ~ \”""‘T“"’/ S~— S e

MaJDrLL'y voke

Qutput ) (Output) QOutput \

(a) Input-Output (c) Chain of Thought  (c) Self Consistency
Prompting (I0)  Prompting (CoT) with CoT (CoT-SC)

,-"'__*__"
< Dutputs

(d) Tree of Thoughts (ToT)

https://arxiv.org/pdf/2305.10601 44



SCol: Using Structure Code as Thoughts

def first_Repeated_Char(str):

I

write a python function to find the first repeated Input: str: a string .
character in a given string. Output: ch: a repeated character in str

nun 1: for each character ch in str:

Pass — 2 if ch appears more than once in str:
3: return ch

Please understand the requirement and write a rough solving return None

process, It starts with a Input—output structure. You

should use three basic structures to build the solving
process, including sequences, branches, and loops. The Thoughts

necessary details should be written in natural languages.

Input
h = {}
for ch in str:
if ch in h:
return ch;
else:
hichl = @

return MNone

Output

https://arxiv.org/pdf/2305.06599



‘Agentless

Predefined steps and
prompt templates

geNEEE E EEN § EE § OSSN 0 OSSN B ESE B ESm B 5 BN O EEE 5 NN NN E EEN F ESN § EEN F EEN 0 BN B B B BN B S 5 .

Patch

https://arxiv.org/pdf/2407.01489

A

Iﬁ Embedding

i ™\ .( ™~ Opmie‘:t ' ) r '
Clssue: I [@1ssue: Codebase Elssue: Cissue: :
Lambdify misinterprets " | Lambdify Lambdify Lambdify misinterprets
expressions atrix fi some matrix expressions some matrix expressions .
m;hnﬁdﬂymm_ ' ’L:ﬁn;;rrm.‘)ﬁnm.. o wngmw;wgnm._ Using lambdify on an ... I
L] E.
\ r, h ‘ "
I s B . - o = 1
f FFDIEI:t ) . ReP° structure . clasdseiege:::{ldatur* Localize to defiid::ﬂ:t;#;(i;me: LO.CGIIZE to I
OCOdebuse 1 vicwsy Localize to def _eq_ Classes & Edit |
5 D . Top-N Files static.py | Functions  [function:esitmateix| |ocations |
_» csrf.py _.' _’ class Handler _’ class Handler: "
o static.py o gz; l&‘::;ﬁ@ﬂ:“‘"” o def load_middleware e I
r generic/ E il f )
detail.py generic/detail.py e I E
! —init__.py class Truncator ﬂas-?-E e
, siit.py cop e class:HandLer
{ csrf.py ExtHandler '
\ y ’ | b 4 .
........................ el e — ,._._.
' Generate i »
. |@1ssue: $9F’tr°d- o @lssue: 'L caliza tlon
; ests assert ... | 1 Lambaity misinterprots |
» | some matrix 1 some matrix expressions
! Ereing bty e ar > . | Using lambdlfy on an... |hﬁ'
19 [ ) il
| _— I ]
NPateh.z 20 wuun » [NPatch.z 20 guun 'e el ! I‘lPatchﬂz -20 mmmm ]“PutChes ml.i.nes: 128-230 *Volidaﬂon
I r I Filter&Rank test.py| nPﬂtch,u -2 mmmm class Handler: I
- ® . PI terh an 1 o E def Load_middleware I@ LLM
- u C es L ] waa
SmeIttEd . 3 class: Handler
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Can we improve prompts during executions?
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Self-improving Code Generation

Step 1: Code Task

Write a Python script to
print all unique elements
1n a list.

Code LLM

Step 2: Trajectory

Step 4: Self-Reflection

[..] does not work as
expected because it uses
the built-in “set()
function in Python, which
does not maintain the order
of elements.[..]

Feedback

(Code) LLM

|
J

Executor

def unique_elements(lst):
result = set(lst)
return list(result)

https://arxiv.org/pdf/2406.00515

Step 3: Evaluation

assert unique_elements([1,
2, 3, 4, 4]) =11, 2, 3, 4]

assert unique_elements
([lal" 'Ib'l" 'Ic'l" Ial’ ldl])
—— [I’al, 'I'b'l', 'I'CI" Id'l']

26
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Reflexion

Store the reason for the last @) Task [ - Frogzaming )

Task: You are given a list of two

failed trajectory into memory for l sezings [..) of cpen (" ex close

next iteration of prompting. ) 2% march parens (1o0)

Trajectnry 1f sl.counti{(' (') +
sZ.count("("'") == sl.count(')"') +
sZ.count(')"): [...]

{C] | return "No

Evaluation Self-generated unit tests fail:

(internal / external | assert match parens(...)

\; [...] wrong because 1t only checks
(d) if the teotal count| of open and
. lose parentheses is equal [...]
Reflection | ©
order of the parentheses [...]
l [...]
(e) Next return 'Yes' if check(sl) or
Trajectory check(32) eslse 'No'

https://arxiv.org/pdf/2303.11366



Generate Multiple Candidate Code

Generate multiple code blocks at the same time, and use another
model to rank and return the top candidate.

Generation Prob.

P — A .l ———y — —
', il
- Translate natural @ _| SELECT name FROM students i:a 2 ¥ = . c 2
o = [@NBUAEE e & where age > 20 AND age < 3@ | ' " = T = E
o & into SQL Query I Pl
£ = . I i q . —_—
it : LMs — i Executor — Verifier —
& x| -- Example @ | SELECT COUNT(name) FROM students] | t S C
-- NL: What o 1 B.27 1 I | I i
: o where age > 28 AND age < 38 || P > o - &
SELECT ... R
— e : P
1 e | m
+ & | SELECT COUNT(*) FROM students ¥ i g . < o
= 5 7]
Generate o where age < 38 AND age > 20 i i @.13 i Execute E Verlfv = E
-- Example E— i Hoeoneo i — with —
5 P ' |
- L N ] ! !
2 ——N;. How.man?: — i-r"""'li — NL R
= Students 1in the un SELECT student_num FROM studentsi . P = Err: No = :
e SLEER TR IEIIEN L £~ where age interval = “20-30” ! 0.11 1 g~ column Code = 2
and 3@ years old? & BR_ - ! ' e o o
. 1 e L W |

Final Score

https://arxiv.org/pdf/2304.05128 50



Next Lecture
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B &3 k2GR

) ‘:_ The Chinese University of Hong Kong, Shenzhen

Questions

Next class: Coding i
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